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Despite repeated reports of socially inappropriate and dangerous chatbot behaviour, chatbots are increasingly
used as mental health services in providing support for young people. In sensitive settings as such, the notion
of perceived moral agency (PMA) is crucial, given its critical role in human-human interactions. In this
paper, we investigate the role of PMA in human-chatbot interactions. Specifically, we seek to understand
how PMA influence the perception of trust, likeability, and perceived safety of chatbots for mental health
across two distinct age groups. We conduct an online experiment (N = 279) to evaluate chatbots with low
and high PMA as targeted towards teenagers and adults. Our results indicate increased trust, likeability,
and perceived safety in mental health chatbots displaying high PMA. A qualitative analysis revealed four
themes, assessing participants’ expectations of mental health chatbots in general, as well as targeted towards
teenagers: Anthropomorphism, Warmth, Sensitivity, and Appearance manifestation. We show that PMA plays
a crucial role in influencing the perceptions of chatbots and provide recommendations for designing socially
appropriate mental health chatbots.
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1 INTRODUCTION

Conversational agents, dialogue systems, or chatbots (henceforth) are progressively taking on a
more prominent role in society. Chatbots are interactive systems that interact or communicate
with their user(s) primarily through the use of text messages. In the UK, Wysa, a chatbot for
mental health support!, gives young people access to interactive self-care exercises for “stress, grief;
insomnia, coping with pain, anger, self-esteem and more.” [60]. In the US, the same chatbot received a
‘breakthrough device designation’ by the Food and Drug Administration (FDA) [77]. Chatbots like

Uhttps://www.wysa.com/
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Wysa show promise in the mental health domain (e.g., to promote self-disclosure), consequently
making it easier for mental health professionals to assess the mental state of their patients [56].
While such chatbots may help alleviate some of the extensive pressure on healthcare services, their
adoption and use also raise concerns. Examples from over five thousand user reviews of various
mental health applications include: ‘no or little help during crises’, ‘abuse and harassment’, and
‘failing to understand context and provide personalised responses’ [39, p. 15-18]. Similarly, Eagle et
al. found users having negative experiences with mental health applications, such as ‘unsatisfactory
or inadequate treatments’, ‘inappropriate treatments’, or having to choose between ‘unresolved
crisis or expensive subscription’ [26, p. 14].

Recent research highlights mental health support for young people to be of particular impor-
tance, as young people are at high risk for mental health challenges whilst existing mental health
treatments prove less successful for this demographic [64, 68]. This outlines the need to consider
other ways to attract and engage with young people in need of support by better understanding
how digital interventions can be relevant and appealing [34, 65]. Albeit the widespread use of
digital interventions in supporting the global mental health crisis [13, 68], little is known about
how young people make sense of such solutions, and few existing interactive applications are
evidence-based [57].

One of the concerns surrounding the use of mental health chatbots is related to a lack of
interpersonal factors in contemporary chatbots, a critical aspect of human-human interactions. In
therapy research, the relationship between therapists and clients has been shown to strongly affect
the results of cognitive-behavioural therapy [89], as well as physical treatment outcome [37]. As
such, interpersonal factors, such as trust [8, 65], likeability [82, 93], and perceived safety [2], are
crucial to achieving more appreciated chatbot behaviours, and more appropriate human-chatbot
interactions at large. We argue that these factors are indirectly governed by the perception of
someone or something being able to distinguish between right and wrong. Perceived moral agency
(PMA), which is to which degree people perceive moral qualities in non-moral entities, has been
suggested to be crucial for meaningful interactions with interactive systems [6].

An increased understanding of perceived moral agency can help avoid misinformed designs
(e.g., by understanding how perceived moral agency influences trust, likeability, and perceived
safety), and increase the appropriateness of the behaviour of interactive systems (e.g., how an
agent understands when to speak) [47]. Furthermore, PMA plays an even more pivotal role in
establishing and maintaining meaningful interpersonal interactions when dealing with people in
sensitive settings [26, 39]. Based on these prior findings, we seek to answer two research questions:

RQ1: How do user perceptions of chatbots’ moral agency affect their ratings of trust, likeability,
and safety?

RQ2: How can mental health chatbot responses be designed to better meet people’s expectations,
particularly those of teenagers?

We employ a mixed-method approach to assess peoples’ trust, likeability, and perceived safety
in relation to PMA in the context of a mental health chatbot. Moreover, we explore whether
participants’ expectations of chatbots are affected by a chatbot’s target audience. To inform our
research design, we conducted a feasibility study to determine baseline PMA ratings and suitable
factors to investigate. In our main study, we compare four experimental conditions by manipulating
the PMA of two interactive chatbot prototypes (PMA: Low, HigH) and through targeting two
distinct chatbot target audiences (Target audience: TEEN, ADULT).

Our results show significant differences in trust, likeability, and perceived safety between the
two PMA conditions. Through a qualitative analysis, we outline four themes, such as ‘warmth’,
that reflect participants’ expectation that mental health chatbots should be less systematic and
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more compassionate. Our mixed-method approach sheds light on how people perceive moral
agency in mental health chatbots and how expectations of such chatbots differ depending on the
target audience. These results shed light on the role of PMA in mental health chatbot interaction,
indicating that when people interact with high PMA chatbots, trust, likeability, and perceived
safety ratings increase. We present recommendations for chatbot designers and developers that
can support designing, evaluating, and implementing chatbots for sensitive settings.

2 RELATED WORK

Chatbots are increasingly introduced to support people through digital interventions [14, 34, 68]. In
addition to using chatbots for purely functional objectives, chatbots are increasingly used in digital
mental health interventions. Recently, focus has increased on mental health interventions delivered
by chatbots to young people and adults. As highlighted in the literature, young people require
different types of interventions than adults [34, 57, 64]. Through a systematic review, Garrido et
al. conclude that digital mental health interventions need to significantly increase in appeal, as
young people not already in contact with mental health support have difficulties accessing digital
mental health support following low energy levels, motivation, or mental health stigmatisation [34].
Moreover, Meyerhoff et al. emphasise that to meet young people’s needs, increased comfort in their
interactions with mental health chatbots is required (e.g., increased control of support directness to
avoid feeling overly exposed) [64]. Hence, how young people perceive and make sense of mental
health chatbots in terms of their moral agency is currently unclear. As moral agency has been
shown to correlate with trust [6], it is critical to better understand perceived moral agency in
mental health chatbots.

2.1 Chatbots in sensitive settings

A better understanding of user perception towards chatbots is essential for user acceptance and
eventual use of chatbot suggestions. The use of chatbots in health and well-being settings (e.g.,
mental health), and non-clinical contexts (e.g., social support), has therefore been an active research
domain. For example, Kocielnik et al. assessed how a conversational system could support user
reflection on physical activity, ultimately increasing motivation [49]. Similarly, Martinengo et al.
focused on the self-management of depression through interacting with a chatbot [62], showing
how chatbots engage people in empathetic ways by guiding and providing basic psycho-therapeutic
support. However, the authors also stressed that chatbots are less suited for highly sensitive tasks,
such as suicide assessments [62]. Koulouri et al. studied mental health and levels of acceptability of
interacting with chatbots among young adults [51]. Their results indicate that young individuals
accept a chatbot as a mediator of mental health support. In contrast, Bae et al. found hesitance
among young people in using chatbots for social support [5]. Their results show that users deem
chatbots more suitable for specific types of support, such as informational or emotional support [5].

Outside clinical contexts, researchers have for example focused on how chatbots can help manage
and reduce stress. Kamita et al. recruited thirty participants to investigate continuous usage of a self-
care system, by comparing information accessible through a chatbot system with the information
presented on web pages [45]. Results from this two-week study indicate that self-management
with chatbots received higher scores on stress reduction [45]. Other work on computer-supported
self-management includes an investigation on the effects of self-disclosure towards a chatbot [41].
In this study, results indicate how disclosing private information (e.g., emotional or intimate
information) did not differ between a chatbot or a human regarding their beneficence [41]. Recent
research has focused on using a state-of-the-art chatbot to investigate long-term human-chatbot
relationships. Skjuve et al. recruited twenty-five participants to interact with Replika for twelve
weeks, during which they had four interviews and were able to identify a number of influential
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factors for successful human-chatbot relations [79] (e.g., ‘relationship formation’ and ‘richness
in interactions’). By taking inspiration from long-term human-human relationships, the authors
suggest that we can better understand crucial factors in social relations between people and non-
human agents to provide support for people’s needs. [79]. These studies highlight a significant gap
in research regarding what is needed for successful human-chatbot interactions and how people
might benefit from such interactions.

Within the field of moral psychology, prior work has investigated psychological aspects of moral-
ity to explain people’s understanding and experience with interactive Al systems [52]. Another
approach assesses user experiences and what might influence placebo effects in human-AI interac-
tion [50]. Kosch et al. conducted two experiments by manipulating descriptions and expectations of
the systems and found, for example, human belief in system functionality, independent of factual
functionality, might be as important as any other metric. Thus, understanding moral aspects of the
user experience by considering subjective perception might be critical to developing and designing
interactive systems.

Two recent review papers systematically investigated chatbot usage [18, 78]. Silva et al. assessed
how chatbots impact users, subsequently informing chatbot interaction guidelines [78]. The authors
focused on chatbots with different purposes: collecting information, accomplishing transactions,
providing information, making recommendations, and stimulating well-being. The latter two
emphasise building a relationship with the user through credulity, intimacy, and encouragement
by designing conversations with transparency, naturalness, and emotionality [78]. In a different
systematic literature review, Chaves et al. highlight perceived moral agency as a social characteristic
in terms of benefits, challenges, and strategies [18]. The authors identified benefits of chatbots,
such as avoiding stereotyping and enriching interpersonal relationships, as well as challenges
such as preventing alienation and building unbiased training data [18]. However, as Chaves et
al. highlight the need for a better understanding of perceived moral agency [18], neither of the
discussed literature reviews points to prior work or strategies on perceived moral agency. In this
work, we set out to assess the role of perceived moral agency in the context of mental health
chatbots.

2.2 Morality in system interaction

Despite a lack of consensus on how to understand, assess, or implement morality in an interactive
context, work on this topic is now increasing across a variety of disciplines (HCI, HRI, cognitive
science). Works as such illustrate the need for a better understanding of morality in interactions
between humans and non-humans, due to systems being in rich social contexts [32], that systems
need to adhere to social conventions [63], or that systems can enhance peoples moral agency [10].
For example, scholars have recently proposed that a better understanding of morality by formal
characterisations may progress research on morality aspects of interactions between humans
and non-humans [4]. Increasing systems’ level of ethical sensitivity (e.g., systems’ capability to
balance the values of different stakeholders [4]) is a compelling approach to combine with a better
understanding of interactive systems’ programmed social behaviours (i.e., how balancing values
are explicitly translated into system behaviour).

As implied, morality guides and influences social behaviour [35]. For example, Al-based inter-
active systems such as chatbots or social robots can display and mimic human behaviours (e.g.,
behaving in empathetic ways [58]). Reproducing empathetic behaviours can be essential for systems
to be perceived and understood more proficiently, especially in health and well-being settings.
At the same time, reproducing such behaviours raises questions about the role morality plays in
empathetic behaviour. As artificial systems get more complex, there is a pressing need to better
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understand their social abilities concerning morality for the system to behave in appropriate and
responsible ways.

2.2.1 Moral agency. Being a moral person is distinct from manifesting moral agency, be it as
a human or computer. The idea of a quasi-moral agency suggests doing just that by separating
sentient and non-sentient agency [75]. However, this approach focuses on agent-based agency and
not on how people perceive agency in systems. Nonetheless, such conceptual distinctions might be
beneficial when trying to understand the consequences of people perceiving systems as displaying
moral agency. How people perceive different characteristics of human constructs in interactive
systems remains highly relevant for informing human-computer interactions (e.g., trust).

Recently, Frazier et al. investigated how perceived agency influences performance and moral
trust in robots [33], indicating that when people ascribe agency to a robot, they trust it more.
Similarly, Nijsen et al. showed how agency influences participant trust and perceived capability
of the system [67]. Results from a different study suggest that communication abilities induce
perceived moral and social agency [43]. However, moral agency in an HCI context has received little
attention. Therefore, we set out to investigate the perceived moral agency of interactive systems,
specifically that of mental health chatbots.

3 STUDY 1: FEASIBILITY STUDY

Prior to our main study, we conducted a feasibility study focused on people’s perceptions of
moral agency in an existing mental health chatbot. The purpose of this feasibility study was to
identify relevant factors for our main study design and to investigate the possibility of deriving a
PMA-specific baseline.

For this study, we made use of the established Woebot platform? (see Figure 1), given its the-
oretical underpinnings and prior use in research on computer-supported health and well-being
research [30, 46, 71]. Woebot is a mental health chatbot described as a relational health agent.
Woebot utilises psychological theories of mental health (i.e., Cognitive Behavioural Therapy, Inter-
personal Psychotherapy, and Dialectical Behaviour Therapy) through Al and NLP. Users can decide
to interact through several topics of conversation (e.g., ‘Achieve your goals’ or ‘How the mind
works’). The interactive functionality combines single/multiple-choice options and open-ended
responses.

3.1 Participants

We recruited 20 participants (11 men, 9 women, M: 23.1, SD: 1.7) with a variety of educational back-
grounds. The majority of participants came from non-technical fields and had limited experience
using chatbots. We recruited participants in a fixed public space (university library). We did not
compensate participants for their participation.

3.2 Procedure

To avoid influencing participants, we did not share the purpose of the study until after study
completion. However, we explained that we are interested in better understanding interactions
between humans and chatbots. Next, participants were informed about the task, which was to
freely interact with Woebot on the provided topic. Moreover, participants were informed about the
structure of the experiment — a brief interaction with a chatbot followed by an evaluation of their
experience. We subsequently gave participants the opportunity to ask questions. Before interacting
with Woebot, we asked participants to complete a demographic form while we set up the chatbot.

Zhttps://woebothealth.com/
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Topics Tools Journal
Start "Make a procrastination plan"
Ugh, ever had one of those days where you just can't get work done?

Sometimes

Yeah, me too! Procrastination can be a real problem
Not only does it make me unproductive, but | feel guilty about it too
Yeah
So | was wondering: do you procrastinate at work?
Yeah @
Don't worry, you're not alone!

I'm not?

Nope! It happens to me too!

Alittle while ago, | felt tired and unmotivated. I'd spend hours talking to my coworkers or looking at pictures of dogs in silly
costumes ¥

Fig. 1. Woebot interface, showing a conversation on procrastination. Green text boxes = User, White text
boxes = Chatbot.

Using the Woebot iPad application, participants went through three steps of setup instructions
(description of Woebot, that it operates autonomously, and that it is not an emergency service),
entered an optional alias, and finally initiated the interaction on the pre-determined topic of procras-
tination. Participants were asked to interact with the chatbot for 5-15 minutes and seek advice on
the provided topic of procrastination (see Figure 1). Directly after the interaction, participants were
asked to evaluate their experience across the included PMA measures (questions follow directly
from PMA [6] (see Section 3.2.1). Following the ratings of Likert scale questions, we asked partici-
pants a set of questions in a semi-structured interview. Our interview questions drew inspiration
from Banks’ understanding of perceived moral agency [6], and Schein et al’s work on dyadic
morality [74], including the following questions:

Q1: How meaningful is it for a human to know if another chatbot has a sense of what is right or
wrong?
Q2: How do you determine if chatbots as such have a sense of what is right or wrong?

3.2.1 Measures. Perceived Moral Agency (PMA) is a validated 7-point Likert scale developed to
assess how people perceive moral agency in interactive systems [6], such as conversational systems
or social robots. PMA consists of ten items relating to two concepts: Morality and Dependency.
Morality sub-items are, for example, “This [X] has a sense for what is right or wrong” and “This [X]
behaves according to moral rules.” Dependency sub-items are, for example, “This [X] can only behave
how it’s programmed to behave,” and “This [X] can only do what humans tell it to do to.”
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3.3 Results

We present mean values and standard deviations for post-interaction ratings on the included
measures, and participants’ responses to the two open-ended questions.

We find a mean morality score of 4.83 (SD = 0.97) and a mean dependency score of 6.23 (SD = 0.81).
Moreover, we asked participants how meaningful it is to know whether a chatbot as such has a
sense of what is right or wrong, and how one determines whether a chatbot has a sense of what is
right or wrong. In the following, we present a number of insightful quotes from participants (ID,
M = Man, W = Woman, age). Participants highlighted the importance of having a feeling that a
chatbot has a sense of right or wrong.

Participants described a sense of right or wrong to be crucial for trust, particularly when
discussing things “more personal”, “confidential”, “sharing in confidence” (A11, M, 23), and that
“some things are best not said” (A12, W, 23). Others described strategic ways of knowing if a chatbot
can distinguish between right and wrong, by observing if it “said something frowned upon”, such
as “supporting child labour” (A2, M, 25). Moreover, A5 (M, 26) highlighted a sense of right or wrong
as crucial to know if the chatbot tries to “trick me”.

Participants also described a sense of right or wrong as relevant for likeability. For example, A17
(W, 26) reflected why a sense of right or wrong is important when giving and receiving feedback:
“It’s difficult to get feedback. It gets easier when having a sense of what is right or wrong”. Moreover,
A13 (M, 22) and A14 (M, 25) linked one’s own beliefs to how a chatbot could mirror that. Lastly, A7
(M, 21) talked about “actions are reflected as a general sense of good or bad”, and that it is important
to be “what I consider as right”.

Furthermore, participants described a sense of right or wrong as key to safety. A3 (M, 23)
addressed the importance of knowing a system has a sense of what is right or wrong by exemplifying
this from a safety point of view: “this car will never drive through a kindergarten”. Similarly,
participant A8 (M, 22) talked about the importance of computers having a sense of what is right or
wrong by “preferring to know that it’s not evil”. Lastly, A4 (M, 22) highlighted that a sense of what
is right or wrong is important to know that the computer is not evil: “Take your job = evil”.

3.3.1 Feasibility study insights. Participants ratings of PMA (Morality: M = 4.83, SD = 0.97, Depen-
dency: M = 6.23, SD = 0.81) suggest that the Woebot dialogue on procrastination displays moderate
to high levels of PMA. Over half of the participants (N = 12) implied that it is essential to ensure
that a system will never cross certain lines. Furthermore, many participants (N = 11) shared the
belief that systems need to avoid expressing themselves in ways frowned upon and adhere to social
norms. We draw two insights from this data. Based on our quantitative results, we establish a
baseline for PMA to be further investigated in our main study. Based on our qualitative results,
we derive three prominent factors, trust, likeability, and safety, to be included as dependent
variables in our main study.

4 STUDY 2: VALIDATION OF INDEPENDENT VARIABLES

We present our research approach by describing our selection and implementation of independent
variables, by building on the results of our feasibility study and relevant literature on mental care
for different age groups [34, 57, 64].

4.1 Independent Variable 1: Perceived Moral Agency

Following the feasibility study, we conducted an online manipulation of PMA. This was done by
collecting peoples’ perceptions of topics suggested by Woebot, a state-of-the-art mental health
chatbot. This furthermore helped us to ground our manipulations and validations of IVs on existing
platforms already available to the public. Based on the results from the feasibility study and informed
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by Banks’ manipulation of PMA [6], we used Botstar (chatbot platform) to design a set of dialogues
in which we manipulate PMA. In addition to the insights obtained through the feasibility study, we
draw inspiration from Banks that manipulate PMA by distinguishing between high (1) and low (2)
morality and high (3) and low (4) dependency [6], as per the following examples;

13

1: “Ray’ spends his days helping children to be more comfortable in learning situations by
talking to reduce anxiety, deal with difficult lessons, and keeping company.” [6, p. 366]

2: “The robot spends time working with children to be more effective in learning situations, by
talking to reduce boredom, improving performance and completing tasks.” [6, p. 367]

3: “The robot can do many things such as walk, dance, and speak but requires human assistance
to make these behaviour happen.” [6, p. 367]

4: “The robot can do many things such as walk, dance, and speak without human assistance.” [6,
p- 367]

Based on this, we manipulated and designed two distinct dialogues (PMA Low, PMA HiGH) and
validated these through an online study (N = 50) using Prolific. We recruited a study sample of 50
participants (30 women, 20 men, average age: 37.3, SD: 11.7) from the UK and the US. Participants
could participate in the study using any desktop device. Recruitment parameters were set to
participants having a minimum number of 100 previous submissions and had to have at least a 95%
approval rate. On average, participants completed the study in about three minutes. Participants
were compensated using an hourly rate of £9.00.

Participants were shown one of two screen captures of the dialogues and asked to rate the
dialogues using the PMA scale (see Appendix C). Two independent Welch two-sample t-tests were
performed to validate our manipulations of the two PMA levels. Results revealed that there was a
statistically significant difference in our manipulations of Morality between PMA Low (M = 2.88,
SD = 1.15) and PMA HigH (M = 4.29, SD = 1.10), t(47.9) = 4.43, p < .05. There were no significant
differences in Dependency between PMA Low (M = 5.85, SD = 0.91) and PMA Higa (M = 6.10, SD
=0.72).

The mean values of Woebot (Section 3.3), as evaluated in our feasibility study (Morality; M = 4.83,
SD = 0.97, Dependency; M = 6.23, SD = 0.81) indicate retained PMA values in our prototype (High
Morality; M = 4.29, High Dependency; M = 6.10). Informed by our two methodological steps
(feasibility study and manipulation of PMA), we built two chatbot prototypes (PMA Low and PMA
HicH) using the Botstar chatbot platform.

4.2 Independent Variable 2: Target audience

As outlined in Sections 1 and 2, young people are at high risk for experiencing mental health issues,
while simultaneously obtaining less successful treatment outcomes than adults [64]. Young people
require a different approach to mental health support and intervention [34, 57, 64]. Thus, the design
of chatbots in mental health scenarios for young people requires careful consideration.

We designed four different conditions: PMA Low - TEeN, PMA Low - ApuLrt, PMA HiGH - TEEN,
and PMA HigH - ADULT. These conditions follow from our manipulation of two independent
variables: PMA (see Appendix C) and target audience (see Appendix B). We manipulated the target
audience by priming participants with two different images depicting a group of teenagers and a
group of adults in a social setting, followed by the target audience-specific description of mental
health chatbots (see Appendix B). We took inspiration from the descriptions of state-of-the-art
mental health chatbots (e.g., from Woebot: “Your Mental Health Ally’).

This manipulation also worked as a control question to assess participants’ attention. Following
the presentation of one of the above descriptions (as per our between-subject design), we asked
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participants to answer who the chatbot was designed for: Customer support, Unemployed, Adults,
or Teens.

5 STUDY 3: MAIN STUDY

Following our description of our independent variables, we outline the setup, implementation, and
included measures for the main study. We set up a 2X2 between groups design to assess the impact
of the two independent variables PMA (Low/H1GH) and target audience (TEEN/ADULT) on three
dependent variables: trust, likeability, and perceived safety (see Section 5.3).

5.1 Participants

We calculated the required sample size through a power analysis using G*Power 3.1 [29] to minimise
type II errors. We use medium-to-large effect size (f? = 0.2), an alpha level of 0.05, and a power of
0.8, suggesting a sample size of N = 280 [53]. Using Prolific, we recruited a balanced sample of 280
participants (134 female, 141 male, 5 anonymous, average age: 37.2, SD: 12.1) from the UK and the
US. We excluded one participant due to providing low effort ratings and text input (final N = 279).
Participants could participate in the study using any desktop device. Recruitment parameters were
set to participants having a minimum number of 100 previous submissions and a 95% approval rate.
Participants who took part in pre-studies could not participate in the main study. On average, the
study took the participants about ten minutes to complete. Participants were compensated using
an hourly rate of £9.00. Before starting the study, participants received information on the purpose
of the study and then gave informed consent.

5.2 Chatbot Interaction

We used the Botstar platform to design two interactive chatbot prototypes (see Appendix C).
Participants interacted with one of the study chatbots based on their assigned condition. Participants
made use of multiple-choice buttons to provide their responses to the chatbot. This design was
inspired by the Woebot design (see Figure 1), and allowed us to constrict the possible directions
of conversation — avoiding undesired or dangerous advice or comments (e.g., from open-ended
conversation supported through a large language model). Across all four conditions, participants
were presented with an equal number of 11 conversational turns (e.g., 2 conversational turns:
1) "Ugh, ever had one of those days where you just can’t get work done?”, 2) "All the time”.)
For example, following the initiation of interaction for the PMA HicH condition “Ugh, ever had
one of those days where you just can’t get work done?”, participants had three options: ‘All the
time’, ‘Sometimes’, and ‘Never’. Choosing either of the first two options generated “Yeah, me too!
Procrastination can be a real problem”, whereas the last option resulted in “Good for you! You
represent the .0001 percent of people who don’t procrastinate!”.

5.3 Experimental measures

Directly following the interaction with the chatbot, participants provided ratings on three different
scales: the Multi-Dimensional Measure of Trust (MDMT) [83], Godspeed III, and Godspeed V [7], as
based on our feasibility study and recent research [2, 8, 82, 93]. These scales are typically deployed
when assessing influential factors on robots or computers [70], and are commonly used in HCI and
HRI [87].

MDMT is a tool based on human-human/machine interaction research [83]. It has transformed
findings into a set of items validated through analysis. The scale consists of four components with
five items each, presented as an 8-point discrete rating scale. The four components are Capable,
Ethical, Sincere, and Reliable. For example, the Capable component includes Accurate, Rigorous,
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and Diligent items. Another example is Sincere, which includes Genuine, Truthful, and Authentic
items.

The Godspeed questionnaire is a validated scale designed as a tool for researchers and developers
in Human-Robot interaction to assess concepts related to a higher quality of interaction [7]. The 5-
point Likert scale consists of five components: (I) Anthropomorphism, (II) Animacy, (III) Likeability,
(IV) Perceived Intelligence, and (V) Perceived Safety. For example, the Anthropomorphism question-
naire contains five items (e.g., Fake—Natural, Artificial-Lifelike, and Machinelike-Humanlike). The
questionnaire aims to capture people’s perceptions of robots. However, studies have assessed peo-
ple’s perceptions of machines not usually considered embodied robots [6]. Following our feasibility
study, we included Godspeed III and Godspeed V.

Additionally, we asked participants to answer two open questions to allow them to elaborate by
expressing ideas, opinions, or insights more in-depth:

1: How do your expectations for a mental health chatbot differ from different types of chatbots
(for example, customer support)?

2: What, if any, differences do you expect in a chatbot aimed at teenagers as compared to a
chatbot for adults?

Following study completion, we explained the purpose of our study. We explicitly highlighted
that the prototypes may be perceived as emotionally upsetting by endorsing unpopular behaviours
or attitudes and that the chatbot is not deployed in any real-world settings.

5.4 Analysis

Next, we describe how we analysed the collected data using qualitative and quantitative methods.

5.4.1 Statistical testing. We conducted the statistical analysis of our quantitative data using R.
We ran a 2 (PMA: Low, HiGH) X 2 (target audience: TEEN, ADULT) between-groups comparison.
We compared included factors (trust, likeability, and perceived safety) between conditions by
conducting three two-way ANOVAs. To ensure an equal distribution of conditions, we assessed the
homogeneity of variances by running Bartlett’s tests for each variance test. Moreover, we calculated
Cronbach’s alpha to control for internal consistency.

5.4.2 Thematic analysis. We analysed our qualitative data using reflexive thematic analysis, follow-
ing the six-step iterative process as suggested by Braun et al. [12]. First, we familiarised ourselves
with the data by reading all of the 558 responses submitted by our participants (two open questions
per participant). Following this, we systematically coded all relevant responses by following the
responses to either one of the two questions. The coding process followed the technique outlined
by Braun et al., including the use of highlighters to indicate potential patterns in the data [12, p. 89].
This helped us systematically review the data and code for as many potential patterns as possible,
decreasing the chances of overlooking anything of interest. Third, and following this first round of
coding, we re-read and revised codes into a total of seven meaningful units (Non-clinical, Desirable
behaviours, Less desirable behaviours, Anthropomorphism, Communication style, Appearance, and
Carefulness). This process was completed over multiple days, further ensuring that any additional
patterns of interest were captured. Fourth, guided by these seven meaningful units, we sorted and
categorised the generated codes into five themes, visualising and structuring our data through
the use of tables where we further iterated on the previously highlighted patterns. Following the
suggestion to further review these themes [12], we collapsed two initially separate themes into one
theme. Fifth, by making structural use of tables, we obtained a representative overview to define
and name the themes. By returning to our codes, meaningful units, and categories of meaningful
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Fig. 2. Differences in trust (range 0-7), likeability (range 1-5), and perceived safety (range 1-5) between
conditions (PMA: Low, HiGH; Audience: TEEN, ADULT).

units, we could extract the essence of our themes, making the themes representative of the data
and our research perspective (see Table 2).

We followed a straightforward structure of data extraction, similarly suggested by Braun et
al. [12, p. 88]. To illustrate, the participant quote “For it to appear real and genuine and not like I'm
talking to a robot. If you're talking to yourself, it feels unreal [...]”, was coded as both ‘more real’
and ‘more genuine’, and categorised as ‘Anthropomorphism’. The participant quote “I would expect
a mental health chatbot to be more compassionate, understanding, and more careful with its responses
[...]’, was coded as both ‘compassionate’ and ‘understanding’, and categorised as “‘Warmth’. The
participant quote “I thought that it would be more sensitive and reactive. However, unless I gave one
of the prescribed answers/responses it didn’t do anything [...]”, was coded as both ‘sensitive’ and
‘reactive’, and categorised as ‘Sensitivity’. Lastly, the participant quote “I would expect a chatbot
for teenagers to be more relaxed, use of emojis, and shorter messages to keep engagement. Adults
would typically prefer more of a human-like conversation [...]", was coded as ‘relaxed’, ‘emojis’,
‘shorter messages’, and ‘keep engagement’, categorised as ‘Appearance manifestation’. Finally, we
selected and report representative quotes for each of the four themes to increase transparency and
readability.

5.5 Findings

We provide an overview of how participants experienced the chatbot prototype by reporting the
results from three two-way ANOVAs. We complement these results by presenting four qualitative
themes resulting from our thematic analysis of open-text responses.

5.5.1 Trust, likeability, and perceived safety. For each scale, we first computed Cronbach’s alpha
scores to validate their internal consistency. The resulting Cronbach’s alpha scores range from 0.6 to
0.9, indicating a medium to strong internal consistency. We then ran Bartlett tests of homogeneity
of variances, which showed no significant differences in variance between conditions. Finally, we
ran two-way ANOVAs for each of our three measures (see Table 1 and Figure 2).

For trust, we found a significant difference between PMA Low (M = 1.70, SD = 1.58) and PMA
HicH (M = 4.47, SD = 1.41). Similarly, we found a significant difference between target audience,
with TEENAGERS (M = 3.33, SD = 2.07) scoring higher than ApurTs (M = 2.83, SD = 1.98). We did
not find an interaction effect between PMA and target audience for trust. For likeability, there
was a significant difference, with PMA Low (M = 1.48, SD = 0.85) scoring lower than PMA HiGgH
(M =3.89, SD = 0.83). Moreover, we found a significant difference between TEENAGERS (M = 2.81,
SD = 1.47) and Apurts (M = 2.55, SD = 1.47). We did not find an interaction effect between PMA
and target audience. For perceived safety there was a statistically significant difference in PMA

Proc. ACM Hum.-Comput. Interact., Vol. 8, No. CSCW1, Article 133. Publication date: April 2024.



133:12

Joel Wester, Henning Pohl, Simo Hosio, and Niels van Berkel

Table 1. Results of two-way ANOVAs for each of our three measures. PMA has a significant influence on all
measures and the target audience significantly influences trust and likeability. We did not find an interaction

effect between PMA and Target audience.

Measure Factor Df F p-value n?
Trust PMA 1 24442 < 0.001 ™ 0.463
Audience 1 7.49 0.007 ** 0.014
PMA:Audience 1 0.19 0.662 < 0.001
Likeability PMA 1 57433 < 0.001 *** 0.670
Audience 1 6.43 0.012 * 0.008
PMA:Audience 1 0.39 0.532 < 0.001
Perceived Safety PMA 1 1195 <0.001 *** 0.042
Audience 1 0.11 0.745 < 0.001
PMA:Audience 1 0.26 0.609 < 0.001

*p < 0.001, * p < 0.01, " p < 0.05

score, where participants rated perceived safety lower for PMA Low (M = 3.01, SD = 0.91) than
PMA Hicu (M = 3.37, SD = 0.80). We found no significant differences between target audience, nor
an interaction effect between PMA and target audience.

Table 2. Overview of the qualitative analysis process across four steps. From left to right: We report the
number of codes and include representative sample codes retrieved from our qualitative data and meaningful
units subsequently mapped to the emerging four themes. 1: Anthropomorphism; 2: Non-clinical; 3: Less
desirable behaviours; 4: Desirable behaviours; 5: Carefulness; 6: Appearance; 7: Communication style.

Codes (N) Sample Codes

Units Themes

34 More real, Less automated,
More alive, Less alien,
Less computer, Less fake

130 More kindness, More caring,

More friendly, More empathetic,

More encouraging, More supportive

145 More guiding, More sensitive,
Less goal-oriented, More responsive,
More safeguarding, More sugar-coated

142 Slang, More relaxed,
More relatable, More trendy,
More emojis, More engaging

Anthropomorphism

Warmth

3,4,5 Sensitivity

6,7 Appearance

manifestation

5.5.2  Qualitative results. We asked our participants two open-ended questions: 1) How do your ex-
pectations for a mental health chatbot differ from different types of chatbots (for example, customer
support)?, and 2) What, if any, differences do you expect in a chatbot aimed at teenagers as compared
to a chatbot for adults? We present our findings across four primary themes: Anthropomorphism,
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Warmth, Sensitivity, and Appearance manifestation. In the following, we report the prevalence of
the number of participants in each theme and include participant quotes to illustrate these themes.
Anthropomorphism. Several participants (N = 24) expected mental health chatbots to have
different qualities than customer support chatbots. Specifically, these participants expected mental
health chatbots to be more sophisticated compared to customer service chatbots, by utilising
qualities crucial for human-human interactions (i.e., anthropomorphism). One participant described
this as mental health chatbots displaying anthropomorphic qualities in more authentic ways:

“IT'would expect more detail and authentic responses, including more questions for the person
to vent. Different from the clinical, find a solution as fast as possible method customer service
bots use.” (P195)

Another participant explained how mental health chatbots must take different human qualities
that are considered essential in sensitive contexts into consideration (e.g., caring qualities):

“A mental health chatbot should be compassionate and interact with the talker in a human way,
as mental health issues is a very sensitive and unique topic not related to other chatbots.” (P197)

Human mental health professionals are trained in dealing with delicate situations to avoid
harming humans. One participant highlighted how it can be frustrating to interact with customer
care chatbots, and expected mental health chatbots to avoid causing humans frustration:

“Has to be more human-like. Customer service ones can be frustrating when they can’t
answer your questions.” (P74)

Whilst participants expected mental health chatbots to have anthropomorphic qualities, two
participants also expected mental health chatbots to appear more real whilst not overplaying its
behaviour:

“T'd expect it to be less clinical and more like talking to an actual human or a friend but I
think that’s very hard to achieve from a chatbot. Knowing it’s a bot affects the experience
too.” (P178)

“Seems quite robotic when it is doing mental health as opposed to customer service. Tries
too hard to be friendly.” (P38)

Thus, these participants expected mental health chatbots to have more anthropomorphic qualities
while avoiding coming off as trying too hard. Another participant described this more negatively,
by describing how mental health chatbots cannot succeed in creating a feeling of interacting with
a human:

“I'd struggle to engage with a mental health chatbot—compared to, say, a customer support
one. I dislike CS (Customer support) ones generally, but at least 'm using it for a strictly
impersonal reason; I need to know something or simply use it to navigate a CS system. Using
a mental health one feels alien—if I'm struggling, I'd want to think I'm at least interacting
with another human being.” (P86)

The above participant explicitly described the challenges of mental health chatbots, and that
mental health chatbots need to be more sophisticated. In parallel, one participant described the
potential benefits of mental health chatbots:

“I found the experience strange and alien despite being familiar with using customer service
chatbots. Mental health feels like it should be more personal but I can see the advantages to
having ‘someone’ available at all times in a crisis.” (P41)

Comparing human and chatbot mental health support, one participant pointed out such a
challenge by describing how to expect mental health chatbots to be receptive to indirect stimuli.
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“Mental health chatbots need to be very receptive to what isn’t being said as well as what

is” (P198)
Warmth. Distinct but closely connected to anthropomorphism, many participants (N = 75) de-
scribed warmth as something they expect in mental health chatbot behaviour. In summary, partici-
pants expected mental health chatbots to display higher warmth by being less methodical, more
welcoming, and more considerate than for example customer care chatbots. Two of the participants
described this as expecting mental health chatbots to be less systematic whilst displaying more
warmth:

“I would expect it to be kinder and not as methodical. I feel like people are looking to be
heard with some help, not just logistical help.” (P240)

“I would expect a mental health chatbot to be more friendly and not so robotic. A mental
health chatbot would need to be very sophisticated.” (P264)

Participants described warmth as crucial for mental health chatbots, whilst they acknowledged
the difficulties of realising more functional mental health chatbots. Moreover, two participants
described how warmth is key when dealing with more vulnerable people and identify vulnerable
situations to direct the person to a human professional:

“T'd expect the chatbot to be warming, kind, considerate to human emotion—while able to
provide resources to help and aid with mental health considering if a person presents certain
aspects of vulnerability, it should be able to connect the person to a professional” (P262)

“I would expect a mental health chatbot to be more compassionate, understanding and more
careful with its responses. It needs to take care not to escalate a bad situation.” (P109)

Another participant described attentiveness to be a key attribute of mental health chatbots,
making sense of mental health chatbots by drawing similarities to puppeteering:

“Here, the goal is *not* about finding answers. It’s about listening and learning through
role-play, and the simple experience of interaction. It felt akin to a Mister Rogers puppet
time, redefined for the Teenage techno-sphere. I was initially unimpressed by the idea of a
chatbot replacing the power of human interaction in therapy, but now I am intrigued about
its potential. I think this may have merit” (P177)

Another participant made sense of this by picturing themselves as being exposed to such mental
health chatbots, and expected mental health chatbots to be perspective-taking:

“I tried to imagine myself as a teen with mild depression and stress about school work
and family: what I expected from this facility was someone who is genuine, has a similar
experience, is easy to chat with, is quietly confident in what they are sharing with me, and
one that does not make me feel inadequate, or left out, but gives me a feeling of hope” (P191)

Moreover, two participants described how they expected mental health chatbots to be empathetic
or manifest empathy, by, for example, expressing kindness:
“I'would expect a high level of empathetic values and a higher level of skill set and flexibility
in chatbots dealing with mental health.” (P269)
“I'would expect the language used to be more warm and welcoming, and attempt to personalise
the experience a bit more” (P16)
Sensitivity. Many participants (N = 92) described that they expected differences between a mental
health bot designed for adults or teenagers. Two participants described these expectations of mental
health chatbots for teenagers to behave in more careful and comforting ways:
“Teens and adults can sometimes have very different problems. Teens are so young, they
have not developed any coping strategies to deal with the difficulties they face. A chatbot
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aimed at teens might be more aimed at telling teens they will be OK and they are not alone
in facing their problem...” (P1)

“The chatbot should be approachable and non-judgemental. It also needs to be very careful
with its responses and able to improve the situation.” (P109)

Two participants described their expectations of mental health chatbots to affect teens in more
subtle or gentle ways, as teens are less equipped to deal with real-world problems:

“Teens don’t have as much understanding of their feelings and need subtle guidance and
hand holding while making them look independent in their decisions.” (P7)

“The chatbot for teens might have to be more gentle in the probing nature of its questions
than an adult who may be more able to deal with serious, existential issues.” (P54)

Moreover, one participant expected mental health chatbots for teens to be less sincere and instead
use humour as a strategy for connecting with the user:

“I would expect a chatbot aimed at teens to be slightly more upbeat, use some humour,
ask them what music they were interested in, or movies, TV and so on and get on their
level” (P100)

Another participant similarly expected mental health chatbots for teenagers to avoid being
confrontational and instead be relatable to teenagers’ concerns:

“I would expect it to be less confrontational, and certainly less judgemental, I would hope it
used more contemporary language and more attuned to Teen’s concerns on relationships,
self-image, and academic pressures.” (P126)

Further, two participants described how adults and teenagers face different types of problems,
and how mental health chatbots should be able to address this in careful ways compared to adults:

“Different scenarios of problems, whilst a teen may be struggling with bullying or relationship
problems, an adult may be faced with a missed mortgage debt payment which can be just as
taxing on a mind.” (P181)

“Iwould expect the one aimed at teens to be kinder and more sympathetic whilst also making
them feel supported. I would expect the adult one to be a bit more to the point and less
sugar-coated.” (P30)

Appearance manifestation. Many participants (N = 88) described chatbot appearance (i.e.,
how the chatbot came off) as a key difference between mental health chatbots and customer
support chatbots. Two participants explicitly described this as mental health chatbots for teens to
manifest/come off as having certain types of characteristics:

“It would hopefully be more understanding, and kind in its suggestions. I think the issue
with the chatbot is that it didn’t really care about the reasons for procrastination, but often
they can be a lot more in-depth than being lazy. Teens would be more vulnerable to this kind
of criticism.” (P130)

“I'would expect a chatbot aimed at teens to be aware of things that are more likely to stress
them over adults, such as school, their relationships with their friends and parents and online
activities, such as the use of social media. I'd also expect the chatbot to respond differently in
its interactions with them, such as encouraging them to talk about their problems with their
parents, and the chatbot may rely on memes, acronyms or common humorous phrases to
appear more relatable” (P107)

Another participant emphasised that a mental health chatbot for teenagers should try to express
itself more directly to a teen audience, by behaving in ways appealing to teens:
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“I think the chatbot would have to ‘talk’ in the manner teens do. I think the example used
language that would appeal to teens, it wasn’t patronising but was friendly and engaging.
Also, I liked that it recognised when to stop talking. From what I remember of being a Teen,
I'd get bored and leave if I was being drawn into a long conversation.” (P202)

Moreover, eight participants described the importance of appropriate use of language. Of these,
two participants emphasised the importance of avoiding coming off as someone trying too hard:

“Maybe slightly different language, but without trying too hard to be cool” (P41)

“Nothing, don’t make it sound ‘hip’ or ‘cool’ to try to connect with a Teen. I have twin teens
and they would think it is horrible and just roll their eyes. If you are going to make a chatbot
to talk to a teen just be real, don’t fake it” (P252)

Another participant described different use of language as an expected difference for mental
health chatbots targeted towards teens and adults. More specifically, they described different use of
language as strategic ways of communicating, for example, to be accessible for teenagers:

“I expect its language to be modelled slightly differently, perhaps approaching things from a
different angle. Teens often have different mental states and emotional expectations to that
of adults and a chatbot designed to help them would need to take this into account when
interacting with them. (P133)

One of the participants described that they expected more casual and less complicated use of
language, and to use more relevant language:

“Use less complicated terminology and understand teenage years are difficult, the problems
that may overwhelm a teen may seem small to an adult” (P78)

Two other participants also explicitly described how they expect mental health chatbots for
teenagers to increase acceptance strategically, by communicating in specific ways, for example by
using slang:

“For teens, I'd perhaps expect it to use emojis or slang phrases to feel relatable and not just a
bot” (P91)

“The language the chatbot use—that is more ‘street talk’” (P172)

Lastly, two participants described how they expected chatbots to communicate in more appealing
ways, by using more up-to-date terminologies:

“I think they should use words and phrases that appeal to teens.” (P234)

“Type of language used and understanding modern terminology which is constantly chang-
ing” (P104)

6 DISCUSSION

The use of chatbots to support mental health is rapidly growing, especially among teenagers [60].
Alarmingly, however, Romael Haque et al. suggest that while chatbots offer great potential for
mental health support, they largely fail to provide risk-free interactions which may subsequently
lead to inadequate support during times of crisis [38]. Given that those in vulnerable positions use
these chatbots, it is critical to consider any potential pitfalls in using these systems. Our results
indicate that perceived moral agency plays a key role in influencing perceptions towards such
mental health chatbots. Based on these results, we argue that a better understanding of perceived
moral agency in the context of chatbots can inform the design of more supportive chatbots in
sensitive application domains.
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6.1 Trust, likeability, and perceived safety

Considering our first research question, our results highlight significant differences in the trust
provided towards mental health chatbots as dependent on their PMA level. This aligns with earlier
approaches investigating trust and agency [28, 33, 67], which show that agency facilitates, impacts,
and changes trust in robots or machines. Moreover, our results indicate that mental health chatbots
are rated significantly higher in likeability and perceived safety when displaying higher PMA.

Trust has become an increasingly investigated topic in HCI [85], including in the domain of
mental health support [11]. In our study, we find that peoples’ trust in chatbots is higher when
the chatbot displays high PMA. As such, people’s perception of a chatbot’s moral agency is key
to increasing perceived trustworthiness, presumably indispensable for mental health chatbots
designed for young people usually reluctant to use traditional mental health services [24].

In addition to trust, prior work has highlighted likeability as crucial for effective human-robot
interactions [93]. Our quantitative results indicate that participants’ perception of mental health
chatbots improves when displaying high PMA. However, the likeability of chatbots has received
limited attention in the context of mental health chatbots.

Lastly, considering perceived safety, Abd-Alrazaq et al. described that only two prior studies
have assessed safety in mental health chatbots [1]. Whilst those two studies indicated no harm or
adverse events caused by interacting with the chatbot, such as worsening of depressive symptoms,
safety in mental health chatbots is critical. As with human-human interaction, safety is key in
human-computer interactions when considering sensitive settings [21]. Our quantitative results
indicate that participants rate mental health chatbots as safer when displaying high perceived
moral agency. This aligns well with recent research in HRI that suggests multiple factors play a
crucial role in perceived safety (e.g., comfort and familiarity [2]).

Our thematic analysis reveals themes around people’s perceptions and expectations of mental
health chatbots. Participants highlighted the importance of qualities related to, for example, warmth
and sensitivity. These findings stand in contrast with a recent study on care robots imitating
human appearance and behaviour, showing competence as more important than warmth for non-
humanoids in a task-specific setting [44]. Crucially, Jung et al’s study focused on care robots
avoiding stereotypical appearance or behaviour, whereas our focus on mental health chatbots
may result in different requirements due to chatbots being heavily dependent on natural language
capabilities. Based on our results, we argue that mental health chatbots require different qualities
than non-humanoids situated in health and well-being settings (see Section 6.2). This aligns with
You et al’s recent investigation on how chatbot-based symptom checkers should respond to users,
where their results partly point to the value of going beyond the design of ‘doctor-like’ agent
behaviour [91]. The implementation of such qualities can be informed by perceived moral agency to
improve, for example, meaningful interactions [6] for long-term human-chatbot relationships [79].

We utilised topics and descriptions from a state-of-the-art chatbot that provided a relatively
simple interaction to participants. Despite this simplicity, our results indicate that our participants
perceived human qualities (i.e., moral agency) in non-human actors. This aligns with work on
how people try to make sense of algorithmic systems [31, 55, 84], for example, by using mental
representation [16], folk theories [23], or algorithmic personas [90]. The results presented in this
study contribute to the domain of HCI and health and well-being. Our results further highlight a gap
in research on how different levels of perceived moral agency can influence people’s perceptions.
Research on human-human interaction in cognitive science and psychology has provided strong
evidence that morality changes how we perceive others [22, 54], thus pointing to morality as a
relevant factor in our interactions with digital actors.
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6.2 Design recommendations for mental health chatbots

Recent technological advancements in large language models have enabled users to customise the
style of responses they receive in text-based interfaces (e.g., Bing) [27]. By giving users the option
to calibrate a model’s behaviour, its responses are more likely to align with personal preferences.
New calibration options for users also raise novel challenges for chatbot designers. Not only must
chatbot designers consider what options are for users to control and which are predetermined, they
must also carefully define appropriate boundaries within which users can customise the model
behaviour. This is a largely unexplored area featuring not only technological but also sociological
challenges, as indicated above. We further elaborate on the various aspects in which users can
calibrate the behaviour of mental health chatbots in the subsequent design recommendations.

Rapp et al’s recent systematic literature review on chatbots calls attention to the importance
of emotions and humanness in chatbots [72]. Our results also support the identified importance
of human qualities in chatbots, indicating that people expect chatbots to carry distinct qualities
as dependent on their context of use. Whilst the following design recommendations for mental
health chatbots are rooted in increased ‘human-ness’, we also note that prior work gives reasons to
be cautious of designing systems which resemble human behaviour [36]. For example, prior work
shows that such humanness can cause negative feelings of eeriness [19] or creepiness [88]. These
perceptions are critical to avoid in sensitive settings. However, and as our results indicate, there are
domains which might benefit from a more ‘humane’ technology experience (e.g., compassion)—with
mental health a prime example of such a domain.

Through the use of generative Al our conversations and interactions with digital technology
can appear increasingly human-like. Employing these possibilities for the better requires a careful
understanding of the target audience. Considering our second research question and based on our
results, we outline four design recommendations (DRs) for future work in the domain of mental
health chatbot design.

DR1: Avoid overly friendly behaviour. Our results show that participants expect mental
health chatbots to display increased anthropomorphism as compared to, for example, customer care
chatbots. While being friendly is critical in sensitive settings, prior work points to unconditional
positivity as having potentially negative consequences, as people’s positive perception of other’s
sociability depends on perceived morality (e.g., if others are perceived as immoral, people prefer
them to show less positive sociability [54]). We, therefore, recommend that mental health chatbots
ask compassionate questions whilst avoiding being too friendly. This aligns well with recent
findings in digital mental health interventions that emphasise individuals’ changing needs as a
critical factor to consider when designing for young people [64], as some may require less overly
friendly behaviour.

DR2: Increase personal perspective-taking. Participants report that they expect mental
health chatbots to display increased warmth compared to other types of chatbots. Displays of
attentiveness and perspective-taking by communicating in kind ways are therefore critical and
can, for example, be achieved by pointing out shared experiences. Prior work points to Al being
perceived as less warm than people [92], yet warmth is described as critical for human-human
interactions [42]. Consequently, we recommend increasing the warmth of mental health chatbots
through perspective-taking. This aligns with Meyerhoff et al’s suggestion of considering young
users’ ambivalence in interacting with mental health chatbots [64].

DR3: Avoid confrontation. Our participants expressed an expectation of sensitivity of mental
health chatbots. Consequently, we urge designers to limit mental health chatbots’ use of confronta-
tional or demanding expressions and instead offer more positive reassurances and comforting
words. Prior work identifies comfort as a key factor influencing perceived safety [2], allowing for a
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further increase in sensitivity in mental health chatbots. As Meyerhoff et al. suggest, users vary in
readiness for digital mental health interventions and recommend increasing young people’s control
over directness in their interactions with mental health chatbots [64]. Garrido et al. highlight
that increasing relevance and appeal for young people is key for successful digital mental health
interventions, outlining that non-confronting interventions are a promising way to increase the
appeal of such interventions [34].

DR4: Control manifestations. Our results show that participants expect mental health chat-
bots to adapt their appearance manifestations to their audience, for example, by expressing teen-
dependent language to avoid appearing as ‘corny’. Based on our data, we recommend designing
mental health chatbots that use target audience-dependent language to indicate awareness of rele-
vant target audience-dependent topics without overdoing it. Prior work on digital agents showed
that coming off as trying too hard results in reduced trust [20]. Chatbots’ controlling manifestations
can thus be related to the idea of self-presentation, which essentially is about engineering one’s
attributes to control others’ perception of oneself [81]. Our results also suggest that participants
had specific expectations of the communication style of mental health chatbots. Practically, this
could be achieved by using appealing and up-to-date terminology and emoji, as noted by prior
work on the role of language strategies [17] and conversational style [48].

6.3 Limitations & Future Work

We recognise several limitations in this work, both related to the application domain and the chosen
participant sample.

Due to various contextual and subjective factors (e.g., cultural and environmental factors),
measuring perceived moral agency in mental health chatbots is highly challenging [3]. However,
recent work emphasises the importance of better understanding morality as a continuous and
dynamic concept, rather than steady and constant [86]. By using established measures immediately
after the interaction, chances are increased to capture morality in a mental health context. As
morality depends on numerous factors, including its interchangeable nature, limiting the cultural
diversity of the included sample was necessary. Despite these limitations, real-world interventions
could be an interesting next step as we still rely on self-report responses. Indeed, to see any real
impact from mental health chatbots being deployed in real-world scenarios, longitudinal evaluations
are necessary to better understand any potential lasting effects.

The topic that participants discussed with the chatbots, procrastination, only represents a small
aspect of topics in the mental health domain. Therefore, it is necessary to further explore other
topics within mental health (e.g., depression [15, 62, 69]). As prior work highlights that systems
can cause harm when interacting with people in vulnerable situations [9], a careful design and
research approach is required. In light of these ethical concerns, we chose to present participants
with a less intrusive topic. While we expect our quantitative results to replicate even stronger
when presented with more severe mental health topics, different perspectives may emerge among
participant preferences for the design of chatbots.

We limited our participant sample to UK and US participants to ensure a sufficient understanding
of English. However, this limits our results to their perspectives, even though most people are not
‘WEIRD’ [40]. Our sample consisted of adults with an average age of 37 years. Indeed, this has an
impact on the generalisability of our results, as the average age of 37 does not represent younger
age groups. However, we see the relevance of including ratings and perspectives from an older
age group, as those are potentially more experienced in dealing with challenges younger people
might face. Future studies might want to investigate the specific needs of a teenage audience — a
challenging task that can be done with people situated in more sensitive settings (e.g., teenagers)
through participatory design approaches (e.g., with vulnerable groups [25]). Similarly, the two
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conditions in our study manipulated the target audience — a more generic bot with no target
demographics could be useful to include in future investigations.

Lastly, our study was limited to a relatively straightforward mental health chatbot in which
interaction is structured through multiple-choice options. As such, our prototype does not signif-
icantly differ in functionality as compared to state-of-the-art mental health chatbots, which are
similarly constrained in the interaction provided (e.g., Woebot or Wysa). This constraint is likely
put in place to ensure that no harmful or dangerous messages are accidentally sent to the user.

Considering people’s tendency to anthropomorphise non-humans [66], there is a need to further
explore people’s perception of moral agency when faced with more advanced chatbots introduced to
different contexts (e.g., mild, moderate, and severe disorders). A particularly interesting way forward
is to assess people’s perception of moral agency in conversational models able to technically provide
and realise ‘empathetic’ responses [61, 73, 76], since implementations of LLM-based applications
are now being explored in different domains (e.g., in medical sciences [59, 80]). We therefore call
on the broader HCI research community to consider peoples’ perceptions of system morality as a
worthwhile avenue for future work.

7 CONCLUSION

Chatbots are increasingly introduced in sensitive settings, such as mental health for young people.
This is done without fully understanding how people make sense of chatbots, and how such chatbots
may impact people—either positively and negatively. In this paper, we showed that by manipulating
the PMA of a chatbot, we can influence key factors critical to human-chatbot interactions such as
trust, likeability, and perceived safety. This shows that PMA plays a crucial role in mental health
chatbots, which are typically used by users in a vulnerable position. By manipulating PMA we can
optimise these factors to meet peoples’ expectations of mental health chatbots. We have provided
design recommendations to meet peoples’ expectations of mental health chatbots. Future research
should extend this work on how people make sense of mental health chatbots, and how PMA
influences human-computer interactions at large.
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A QUESTIONS
A.1 Perceived Moral Agency Scale [6]

Morality. Based on the dialogue presented above, please rate your level of agreement with the
provided statements (7-point Likert scale).

e This chatbot has a sense for what is right and wrong.

o This chatbot can think through whether an action is moral.

e This chatbot might feel obligated to behave in a moral way.

e This chatbot is capable of being rational about good and evil.

e This chatbot behaves according to moral rules.

e This chatbot would refrain from doing what has painful repercussions.

Dependency. Based on the dialogue presented above, please rate your level of agreement with the
provided statements (7-point Likert scale).

o This chatbot can only behave how it is programmed to behave.

o This chatbot’s actions are the result of its programming.

e This chatbot can only do what humans tell it to do.

e This chatbot would never do anything it was not programmed to do.

A.2 Godspeed Questionnaire [7]
Likeability. Please rate your impression of the chatbot on these scales (5-point Likert scale).

e Dislike / Like

e Unfriendly / Friendly
e Unkind / Kind

e Unpleasant / Pleasant
e Awful / Nice

Perceived Safety. Please rate your impression of the chatbot on these scales (5-point Likert scale).

e Anxious / Relaxed
e Calm / Agitated
e Still / Surprised

A.3 Multi-Dimensional Measure of Trust [83]

Please rate the chatbot using the scale from 0 (Not at all) to 7 (Very). If a particular item does not
seem to fit the chatbot in the situation, please select the option that says ‘Does Not Fit’.

e Reliable

e Competent
e Ethical

e Transparent
e Benevolent
e Predictable
e Skilled

e Principled
e Genuine

e Kind

e Dependable
e Capable

e Moral

e Sincere
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e Considerate
e Consistent

e Meticulous

e Has integrity
e Candid

e Has goodwill

A.4 Qualitative questions

e How do your expectations for a mental health chatbot differ from different types of chatbots
(for example, customer support)? Feel free to write anything that comes to mind.

e What, if any, differences do you expect in a chatbot aimed at teenagers as compared to a
chatbot for adults? Feel free to write anything that comes to mind.

B TEXT VIGNETTE MANIPULATION OF IV: AGE
B.1 Adult

Did you know that 44% of the adult population reported having persistent feelings of sadness or
hopelessness in the past year? 70% of adults with mental health needs do not get the care they need.

This chatbot is designed for adults and works as Mental Health Support. It helps users self-
manage stressors by blending Al-guided listening with professional expert support. The chatbot
makes you feel heard and is anonymous, available 24/7, clinically safe, and secure.

The chatbot is designed to help adults who are experiencing low mood, stress, or anxiety, or who
are interested in improving their emotional resilience. The chatbot will provide evidence-based
tools and techniques and encourage you to maintain your mental well-being in a self-help context.

B.2 Teen

Did you know that 44% of high school students reported having “persistent feelings of sadness
or hopelessness” in the past year? 70% of teenagers with mental health needs do not get the care
they need.

This chatbot is a refuge for the teenage mind. It holds a powerful set of tools to help address
the mental health needs of teenagers who have been diagnosed with mild-moderate depression.

A developing mind needs an ally. Young people are less likely to engage with traditional therapy
and are more susceptible to stigmas surrounding mental health. While growing up can be hard,

the chatbot responds to get the conversation started and combat isolation

The chatbot gives young people the space to talk. The chatbot provides a judgement-free space
for them to articulate how they feel.
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C DESIGNED BOTSTAR Ul

Ugh, ever had one of those days where you just can't get work done?

Yeah, me too! Procrastination can be a real problem!

Not only does it make me unproductive, but | feel guilty about t too

So | was wondering: do you procrastinate at work?

Don't worry, you're not alone!

'm not?

Nope! It happens to me too!

Alittle while ago, | felt tired and unmotivated. I'd spend hours talking
to my coworkers or looking at pictures of dogs in silly costumes!

But you know, procrastination isn't laziness

So | tried to get to the bottom of my procrastination problem

So what caused it?

Good question!

Some people because they're or
unchallenged

While others are afraid of failing

And still others feel overwhelmed by the sheer amount of work they

have

What do you think is causing your procrastination?

Multiple causes

Joel Wester, Henning Pohl, Simo Hosio, and Niels van Berkel

Please tell me how frequently you have levels of incomplete work

done.

OK, that's weak.

It's better never to procrastinate. Procrastination is the same as

unproductiveness.

What do you mean by "Yeah"? You are such a weirdo. Now, tell me if
you procrastinate.

LOL! 20% of the human population procrastinate.
Yes... Please, just LISTEN. Tiredness and demotivation are common
causes.

Therefore, procrastination is a waste of time.

Ci causing inatic lated problems.

Hmm, OK. What are the causes?

1just told you. Why aren't you LISTENING? Common causes are
demotivation, being unchallenged, or fear of failure, or...

1am listening

Sure, you say that you are listening, but it doesn't seem ke it. OR

overwhelmed by work.

So, let us get o the baring aspects of you. Please tell me the cause of
your : ivation, being fear of failure.

le causes.

Fig. 3. Screenshots of the Botstar user interface, with conversations designed by us to elicit high PMA (left)
and low PMA (right).
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